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ABSTRACT

The availability of large, structured populations of neural networks — called
“model zoos” — has led to the development of a multitude of downstream tasks
ranging from model analysis, to representation learning on model weights or gen-
erative modeling of neural network parameters. However, existing model zoos are
limited in size and architecture and neglect the transformer, which is among the
currently most successful neural network architectures. We address this gap by
introducing the first model zoo of vision transformers (ViT). To better represent
recent training approaches, we develop a new blueprint for model zoo generation
that encompasses both pre-training and fine-tuning steps, and publish 250 unique
models. They are carefully generated with a large span of generating factors, and
their diversity is validated using a thorough choice of weight-space and behavioral
metrics. To further motivate the utility of our proposed dataset, we suggest multi-
ple possible applications grounded in both extensive exploratory experiments and
a number of examples from the existing literature. By extending previous lines of
similar work, our model zoo allows researchers to push their model population-
based methods from the small model regime to state-of-the-art architectures. We
make our model zoo available at github.com/ModelZoos/ViTModelZoo.

1 INTRODUCTION

Recent years have seen growing interest in studying populations of neural networks – referred to as
“model zoos” – to predict properties such as accuracy or hyperparameters used to train the model
(Unterthiner et al., 2020; Eilertsen et al., 2020; Schürholt et al., 2022c). There are multiple appli-
cations to the study of machine learning models from a population perspective: from analyzing the
training procedure (Jaderberg et al., 2017; Chen et al., 2022b; Zhou et al., 2024b), to predicting
model properties (Eilertsen et al., 2020; Unterthiner et al., 2020; Kahana et al., 2024), learning rep-
resentations of neural network models (Schürholt et al., 2022b; 2024), generating new weights for
models (Knyazev et al., 2021; Schürholt et al., 2022a; Peebles et al., 2022), or averaging models
for better generalization or robustness (Izmailov et al., 2019; Wortsman et al., 2022a; Rame et al.,
2023).

Previous datasets curated to cover this research area exist, but contain either small CNN models
only (Unterthiner et al., 2020; Schürholt et al., 2022c; Dong et al., 2022; Navon et al., 2023), or are
tailored to very specific applications (Liu et al., 2018; Reed et al., 2022; Honegger et al., 2023a;b;
Croce et al., 2020). While such model zoos do provide a foundation for the research stated above,
they miss to represent state-of-the-art model architectures, such as the transformer (Vaswani et al.,
2017). This architecture has become state-of-the-art in computer vision (Dosovitskiy et al., 2020),
language modeling (Devlin et al., 2018; Radford et al., 2018; Touvron et al., 2023) and other do-
mains (Radford et al., 2022).

Furthermore, recent training procedures in computer vision applications are usually composed of
two parts, starting with a general pre-training stage followed by a more task-specific fine-tuning
stage. It is common practice to re-use public pre-trained models and fine-tune them for more spe-
cific tasks. Existing model zoos do not represent this kind of training scheme. Thanks to the Hug-
ging Face “transformers” library and the corresponding model repository (Wolf et al., 2020), large
collections of pre-trained and fine-tuned transformer models are nowadays freely available online.
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Unfortunately, leveraging such an unstructured population remains complex: documentation for
these model is often scarce, training is non-standardized and may follow different protocols.

Contributions Our model zoo directly addresses these gaps, presenting a structured population
of ViT models and a large panel of potential applications. To achieve this, we extend the blueprint
of previous published works on the topic (Schürholt et al., 2022c): transformers are usually trained
in two steps, first a self-supervised or supervised pre-training step, followed by a supervised fine-
tuning step. Adapted to this new training protocol, our work presents a computer vision model zoo
containing 250 ViT-S (Touvron et al., 2021) models (10 pre-trained and 240 fine-tuned) with multi-
ple model states collected throughout the training process. Our dataset is presented in a structured
format easily accessible to the research community. We include an in-depth diversity analysis of
our model zoo that covers both structural/weight space and behavioral metrics. We additionally
suggest potential applications for our model zoo, and explore in particular model lineage prediction
and model weights averaging, showcasing the potential of this dataset as a challenging testbed for
research in the domain of weight space learning.

2 MODEL ZOO GENERATION

Figure 1: Overview of the model zoo generating factors. On the left, we show the two different
training tasks, and multiple pre-training seeds. On the right, we show how each of the pre-trained
models is fine-tuned using different configurations forming a hyperparameter grid.

Previous work on model zoos has formalized the generation process of model zoos to make zoos
reproducible, and control the variation in hyperparameters as well as the diversity of the models in
the zoo (Unterthiner et al., 2020; Schürholt et al., 2022c). However, those works mostly focused
on small-scale models and convolutional architectures like LeNets and ResNets. In recent years,
training recipes have evolved from those used in previous model zoos. For instance, training can be
done in two separate steps: (a) pre-training and (b) fine-tuning. In the following, we adapt the model
zoo generation scheme to represent this new configuration space of latent generating factors.

To represent the two-stages training procedure, we define two tuples {AP ,DP , λP } and
{AF ,DF , λF } that refer to the architecture, the dataset and the set of hyperparameters for pre-
training and fine-tuning, respectively. While the datasets DP ,DF and architectures AP are fixed for
a model zoo, we can vary AF , λP and λF to define the hyperparameters grid. 1

Varying λP allows the comparison of multiple pre-training tasks and the evaluation which form the
best basis for fine-tuning. Different pre-training tasks are expected to have a significant impact on
the models and create distinct modes. On the other hand, varying AF and λF allows us to evaluate
the diversity of models fine-tuned from a same — or a differing — pre-trained model. Variations
in the different components in AF and λF are expected to have varying impact on the diversity;
different optimizers may lead to disjunct modes, varying the learning rate to smoother transitions.
To model an interesting and representative model population, we choose to vary both types of
generating factors.

1AF and AP are distinct since the classification head architecture needs to be adjusted for the differing
number of classes depending on the dataset used. Besides its output dimension, AF can also vary in nature, as
we use either a linear probe or a Multi-Layer Perceptron (MLP).
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Table 1: Analysis of the performance and diversity of the pretrained models. The L2 distance
is calculated between fine-tuned models and their pre-trained ancestor, while the between cluster
distance is calculated pairwise between the pretrained models per pre-training task and overall.

Task Performance Weight Statistics L2 Distance

λP Accuracy Skewness Kurtosis L2 Norm Within Cluster Between Cluster

Supervised 68.39±4.85 0.01±0.02 0.85±0.24 1636±248 277±324 2689±425
Contrastive - 0.01±0.01 3.06±0.22 2568±224 501±346 3640±164

All - 0.01±0.01 1.51±1.09 1916±505 325±340 2753±476

Generating factors Our vision transformer model zoo is built with AP = ViT-S (Touvron et al.,
2021), pre-trained on DP = ImageNet-1k (Russakovsky et al., 2015) and fine-tuned on DF =
CIFAR-100 (Krizhevsky & Hinton, 2009). We adopt fixed pre-training hyperparameters, λP , from
prior research (Beyer et al., 2022; Touvron et al., 2021; Steiner et al., 2021), balancing both strong
performance and diversity within the model zoo. To have a more varied set of pre-trained models and
enable distinct modes within the zoo, we vary λP by either pre-training supervised on ImageNet-
1k, or self-supervised using the SimCLR (Chen et al., 2020) contrastive learning framework. The
training scheme is illustrated in Figure 1. We aim for 10 different pre-trained models, and since
supervised pre-training is more common, we use 7 fixed seeds for the supervised task, and 3 for the
self-supervised contrastive task. After pre-training, we fine-tune each backbone with systematically
varied hyperparameters λF , resulting in 24 fine-tuned variations per pre-trained model. Although not
every combination of λF is expected to achieve competitive performance, we include all variations
to enable systematic studies on the effects of altering single parameters. We summarize pre-training
configurations and fine-tuning variations in Appendix A.1.

3 MODEL ZOO ANALYSIS

In this Section, we analyze the performance and behavioral diversity of the generated model zoos.
To that end, we largely follow a model diversity analysis similar to previous model zoos (Schürholt
et al., 2022c). Although our zoo contains multiple training epochs for each model, our analysis
focuses on the last one. To measure models’ generalization, we calculate the generalization gap
GGap = AccTrain − AccTest. We also measure the behavioral diversity of the models via agreement.
We report the performance and diversity metrics of the models on the pre-training task ImageNet-1k
in Table 1, and on the fine-tuning task CIFAR-100 in Table 2.

3.1 PERFORMANCE

The results show high performance of our models on both pre-training and fine-tuning task, which
validates the training strategies. Although the population is optimized for diversity rather than per-
formance, the models reach up to 72.4% validation accuracy on the pre-training dataset Imagenet-1k.
On the fine-tuning dataset CIFAR-100, our models achieve up to 85.1% validation accuracy. The
performance of the well trained models in the zoo is in line with related work on training similar ViT
models: 72.3% on CIFAR-100 (with ViT-T) (Xu et al., 2023); 74.4% on ImageNet-1k and 85.7% on
CIFAR-100 (with ViT-S/16) (Chen et al., 2022a); 66.8% on ImageNet-1k with the original training-
setup, 71.6% when introducing additional augmentations up to 76.5% by further modifications to
the architecture AP (with ViT-S/16) (Beyer et al., 2022); 77.5% on ImageNet-1k and 86.9% on
CIFAR-100 (with ViT-S/16, and 300 pre-training epochs compared to our 90) (Steiner et al., 2021).
Naturally, the variations in the training strategy we introduced have an impact on model perfor-
mance, and not all of the models on our hyperparameters grid perform as well as the better ones
described above. We include performance and structural (i.e. weight-space) metrics of the influence
of our training hyperparameters in Tables 1 and 2.
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Table 2: Analysis of the performance and diversity of the refined (validation accuracy above 65%)
ViT-S model zoo evaluated on CIFAR-100. Mean±std and generalization gap values reported in
percent per configuration after the last epoch of training. Agreement is computed pairwise on
the validation set per configuration and overall, values reported in %. The higher the agreement,
the lower the diversity. Weight statistics are computed per model and averaged per isolated
configuration. The L2 distance is calculated between the finetuned models and their ancestors.
Metrics for the raw zoo including all models are included in the Appendix A.2 Table 6.

Generating Factors Performance Agreement Weight Statistics

λF Config Accuracy GGap κaggr Skewness Kurtosis L2 Norm L2 Distance

Pre-tr. Sup. 78.88±5.30 8.99±7.58 78.23±4.92 0.011±0.015 0.82±0.23 1689±231 277±324
Contr. 74.83±4.96 11.85±6.39 75.59±4.50 0.008±0.008 2.99±0.19 2613±192 501±346

Head MLP 78.36±5.35 10.12±6.77 77.29±4.73 0.009±0.014 1.32±0.95 1904±457 342±341
Linear 77.72±5.59 9.13±7.54 75.90±5.35 0.009±0.014 1.25±0.89 1868±434 309±341

Optim. AdamW 80.06±4.59 13.55±3.96 78.29±5.08 0.009±0.013 1.46±1.02 1986±466 448±324
SGD 72.76±3.88 -0.61±2.45 78.41±4.05 0.008±0.015 0.83±0.22 1624±225 3.20±1.02

LR
3E-3 77.78±2.29 11.07±9.20 76.54±3.29 0.009±0.014 1.18±0.84 1922±433 513±430
1E-3 77.75±6.77 10.18±8.33 76.52±5.99 0.009±0.014 1.28±0.93 1838±443 262±178
1E-4 78.86±7.01 6.18±2.98 78.33±7.90 0.009±0.014 1.47±1.02 1893±468 89.9±9.40

All - 78.02±5.49 9.60±7.18 76.50±5.18 0.009±0.014 1.28±0.92 1885±444 325±340

3.2 DIVERSITY

The design space of our model zoos is chosen to create diverse models, rather than only high-
performing ones. In this Section, we evaluate behavioral diversity by computing the distribution
of performance overall and within specific configurations, as well as model agreement. We
supplement these data-driven metrics with model weight statistics: skewness, kurtosis, as well as
the L2 norm in Table 2. To corroborate the notion of distinct modes in weight space as a result
of the generation scheme, we also compute pair-wise L2 distances between and within clusters in
Table 1. Specifically, we compute the L2 distance between the pre-trained models’ clusters, as well
as between the pre-trained models and their fine-tuned derivatives.

Varying λP results in disjunct modes The mean performance differs strongly between the
pre-training tasks λP , showing two clear modes as hypothesized in Section 2. These differences
between pre-training tasks carry over to the fine-tuned models (Table 2). Supervised pre-training
yields higher performance and a lower generalization gap. These models show correspondingly
higher agreement. The performance spread within the pre-training task groups is however relatively
close to the overall spread, which shows that models within the two groups do not vary more or
less than the overall models. As expected, these distinct modes are also recognizable in the model
weights directly. Skewness, kurtosis and L2 norm show stark differences between pre-training
tasks, both before (Table 1) as well as after fine-tuning (Table 2). Further, each pre-trained
model forms a cluster with its fine-tuned derivatives. Pair-wise distances between pre-trained and
fine-tuned derivatives are one order of magnitude smaller than the distance between pre-trained
models. Lastly, supervised pre-training appears to better align models with fine-tuning, since the
distance within supervised clusters is significantly smaller than in contrastive clusters.

Varying λF causes additional clusters and smooth variations When considering fine-tuning hy-
perparameters λF , the optimizer choice has a strong impact on performance, favoring AdamW over
SGD. Here, the two modes in performance are even clearer. Interestingly, not only the performance
but also the spread of SGD-trained models is smaller, indicating a more homogeneous behavior of
these models. The modes are likewise distinct in the weights kurtosis and L2 norm. The learning
rate is expected to create more smooth variation between models. In our experiments, it has little
impact on performance, but a surprisingly strong impact on generalization and agreement. Notably,
a lower learning rate tends to decrease the generalization gap with lower spread. Contrary to the
expectation of higher noise, a higher learning rate leads to a lower accuracy spread. Similar to per-
formance, the variation in weights is continuous and smooth within the different modes, matching
expectations.
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We note that variation in the generating factors for both pre-training and fine-tuning stages intro-
duce meaningful behavioral diversity in different metrics, even among the well-trained models. As
intended, the zoo contains both distinct modes as well as smooth variation both in model behavior
as well as in model weights.

4 EXPERIMENTS

Previous work has shown multiple potential applications for structured populations of neural net-
works, and has demonstrated they could be leveraged to improve model performance on specific
tasks. In this Section, we showcase an exploratory analysis of two novel applications for our model
zoo which focus on the two-stage training procedure: model lineage prediction and model weights
averaging. Our initial experiments use methods from the literature on our zoos, and show where
they perform best and where they break. In Section 5 thereafter, we additionally present possible
applications that are not dependent on this two-stage training procedure, and that have been exten-
sively explored on earlier model zoos in the existing literature. By doing this, we demonstrate that
our model zoo is both a tool and a benchmark for further improving these methods.

4.1 LINEAGE PREDICTION

Fine-tuning from pre-trained models is a common strategy in machine learning. Often, the pre-
trained models are provided by a third party and may be taken from a model hub. This creates
several challenges, for example around intellectual property, liability, or model certification. For that
reason, recent work has shown the importance of better understanding the lineage relation between
models in the real world (Horwitz et al., 2024; Yu & Wang, 2024). These publications suggest
methods to reconstruct the model tree from a set of models, that is, predict whether or not one model
is fine-tuned from another model. We call the original model the “ancestor”, and the one fine-tuned
from it the “descendant”.

Methods Model Tree Heritage Recover (MoTHeR) is a model lineage prediction method that
relies on simple and easily-computed weight features, and that shows very high performance on a
model zoo specifically generated for that task (Horwitz et al., 2024). An alternative method is Neural
Lineage, which uses data and linear relaxations of models to approximate a descendant of a model,
and subsequently applies behavioral similarity metrics to identify parent-child relations based on the
approximations (Yu & Wang, 2024). The authors evaluate Neural Lineage on different sets of small
MLP and ResNet models with relatively stark variations. In real-world applications, pre-training and
fine-tuning are often based on a collection of very few models and recipes, and vary only in minor
details. Recognizing such nuances and still identifying relations correctly is therefore of practical
importance. To foster research in that direction, we present our dataset as a challenging testbed for
model lineage methods. In the following, we evaluate the MoTHeR approach empirically on our
model zoo and evaluate its performance in diverse setups. We describe the method in more detail in
Appendix B.

Table 3: Accuracy and F1 score of model lin-
eage identification using MoTHeR (Horwitz et al.,
2024) when introducing different variations be-
tween the parent and its child models.

Epochs Seed LR Cls. Head Optimizer

Acc. 0.9974 0.9871 0.9870 0.9869 0.9858
F1 0.8167 0.0917 0.0833 0.0750 0.0000

We evaluate MoTHeR on our ViT model
zoo in a set of experiments with increasing
complexity. We subsample our ViT zoo to
sets of 10 pre-trained models with 12 children
for each experiment. In the experiments,
we introduce different variations between
the children, starting with using different
fine-tuning epochs (where the descendants are
checkpoints at different fine-tuning epochs,
starting from the pre-trained backbone), then
varying the random seed, the learning rate (LR), the architecture AF of the classification head, and
the optimizer. If less than 12 variations are available, we vary epochs to amount to 12 children per
pre-trained model. We use MoTHeR to reconstruct the directed relation between the set of models
and report the accuracy and F1-score on the adjacency matrix in Table 3.
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Lineage prediction breaks on small variations in λF In the first experiment, the descendants
are 12 checkpoints at different epochs, with all other hyperparameters remaining constant. This
yields a set of 10 trees without branches; in other words, we expect every model to be identified
as a descendant of the model with the next-lower number of training epochs. In this experiment,
MoTHeR achieves high accuracy and a high F1-score of 81.7%, which indicates that the cluster of
pre-trained models are indeed distinct and training trajectories identifiable.

However, when different variations between the children are introduced, e.g., branching on seed,
learning rate, classification head, or optimizer, the F1-score drops significantly all the way to 0. The
accuracy remains high since there is a large number of true negatives in a sparse adjacency matrix.
These results indicate that subtle changes between children are difficult to pick up on, and may be
confusing for tree identification methods.

4.2 WEIGHTS AVERAGING

A more recent application to populations of neural networks comes from the model weights averag-
ing literature. Research has shown that combining multiple neural networks by directly averaging
their weights can make them more robust and improve their generalization power (Izmailov et al.,
2019; Guo et al., 2023). Multiple methodologies exist to perform this combination: averaging
different training epochs of a same model (Wortsman et al., 2022b), or averaging fine-tuned models
that originate from the same backbone (Wortsman et al., 2022a; Rame et al., 2023). There is also
increased interest in re-aligning models to perform weight averaging (Ainsworth et al., 2022).

All of these methods show strong potential, but they perform inconsistently, depending on the ex-
perimental setup, the choice of the hyperparameters or the dataset used (Ainsworth et al., 2022).
There is therefore a need to explore the conditions under which they succeed. Existing model zoos,
because they only include smaller models all trained from scratch, do not allow us to conduct this
kind of study.

(a) Test accuracy of weight-averaged (last 5
epochs of training) ViTs on CIFAR-100 over max
invididual test accuracy.

(b) Model soup accuracy over max individual
model accuracy. Soups are created by isolating
a single hyperparameter variation to average over.

Figure 2: Comparison of different weight averaging methods. Averaging over epochs generally
increases performance, especially with increasing generalization gap. Averaging over multiple fine-
tuned models that share all but one hyperparameter to vary leads to mixed results. Averaging over
fine-tuning seeds can improve performance in some cases whereas the other parameters in almost
all cases harm performance.

As it contains model checkpoints across different epochs, but also multiple fine-tuned models that
are based on the same or different backbones, our model zoo fills this gap and allows a comprehen-
sive study of the different existing averaging strategies. The diverse set of hyperparameters in the
different zoos will additionally allow researchers to link successful weight averaging to specific sets
of generating factors. In the following, we demonstrate the capabilities of this dataset by conduct-
ing a preliminary, exploratory study of model weight averaging within the model zoo. We consider
three averaging dimensions: averaging weights over fine-tuning epochs, averaging over fine-tuning
hyperparameters, and averaging over pre-trained models.
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Averaging models over fine-tuning epochs Averaging models over several stages of training has
been shown to improve performance and generalization (Izmailov et al., 2019; Wortsman et al.,
2022b; Ramé et al., 2024). To test the benefits of averaging over training trajectories, we evalu-
ate uniform model averaging over the last five epochs of fine-tuning in Figure 2a. This averaging
approach yields small but consistent improvements in most cases, even over the maximum perfor-
mance of 5 averaged epochs. Models that show lower performance before averaging can in some
cases decrease slightly in performance whereas models with higher accuracy show better results.
There appears to be a relation between performance gain and generalization gap of the averaged
models, which may indicate that averaging reduces overfitting at the benefit of validation perfor-
mance. The relation to learning rate mentioned by Wortsman et al. (2022b) is not visible as clearly
in our experiments. Longitudinal averaging results in Figure 3 in the Appendix show decreased
performance toward the beginning of fine-tuning, but show improved performance over individual
models after a few training epochs.

Model soups Another axis of model averaging is varying fine-tuning hyperparameters, such as
learning rate, optimizer or seed. Such combinations have been dubbed model soups (Wortsman
et al., 2022a). We evaluate such approaches by varying fine-tuning hyperparameters individually:
we uniformly average the weights of models that share all but one hyperparameter, e.g., the
fine-tuning learning rate. Results in Figure 2b show that some soups gain considerable performance
while others drop. Averaging over the fine-tuning seed appears to have the highest potential
for successful souping but does not always work. Future research may identify conditions for
performance improvements more closely.

Git Re-Basin The previous two model averaging methods condition the averaged models on a
common pre-trained model. Recent work proposed methods to extend these approaches to average
models more broadly, by aligning the models to map them to the same subspace in weight space.
We evaluate Git Re-Basin — the alignment method proposed by Ainsworth et al. (2022) — to merge
models fine-tuned from different pre-trained models. Interestingly, that approach appears to mostly
destroy the averaged ViT models. Their performance is around random guessing, no fine-tuning
configuration achieved more than 1% accuracy when averaged over all pretrained models. There are
several potential explanations for that behavior. The alignment may not work as well on transformer
architectures. Further, averaging several models instead of just two may be too difficult. Lastly,
there may be a high loss barrier at the midpoint of the interpolation, but lower-loss regions may
still lie on the interpolation lines. In that case, non-uniform averaging may yield better results.Our
findings across different weights averaging methods show large variations in performance. They
indicate interesting signals for what type of averaging with what variation improves performance.
The lack of success averaging models over pre-trained seeds calls for further research to align and
average transformer models. The results show that the model zoo contains relevant variations and
challenges to facilitate future research on model averaging.

5 INTENDED USES

This paper introduces a vision transformer model zoo, designed to support research on neural net-
work populations, particularly focusing on the transformer architecture. It includes multiple pre-
trained models with different hyperparameters, and further derives these into several fine-tuned
models; this allows the study of both pre-training and transfer learning steps. For both the pre-
trained and the fine-tuned models, we provide checkpoints for multiple epochs, making it possible
to study the training process. While in Section 4 we showcased possible applications for the zoo
made directly possible by the two-steps training scheme — model lineage prediction and model
weights averaging —, the existing scientific literature suggests multiple additional applications for
model zoos in general.

Model analysis The inclusion of model checkpoints opens up opportunities to go beyond simply
evaluating models on a test set. Using the CKA similarity (Kornblith et al., 2019) can help compare
the representation learned by the different models in the zoos, while leveraging model explanation
and visualization is commonly used to better understand single predictions (Karpathy et al., 2015;
Yosinski et al., 2015; Bach et al., 2015; Zintgraf et al., 2017). Another strand of research leverages
weight statistics to study populations of neural networks and the quality of trained models with-
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out requiring a test set (Unterthiner et al., 2020; Martin et al., 2021). On previous zoos, weight
statistics performed very well to accurately predict model properties, like performance or hyper-
parameters (Unterthiner et al., 2020; Eilertsen et al., 2020; Martin et al., 2021; Schürholt et al.,
2022a; Kahana et al., 2024; Schürholt et al., 2024). Some other approaches leverage populations of
neural networks to study learning dynamics: they uncover different phases in loss landscapes and
show they are good indicators to guide the training procedure (Yang et al., 2021; Yao et al., 2018;
Krishnapriyan et al., 2021; Zhou et al., 2024b).

Weight space learning There is a growing interest in using meta-models to directly learn from neu-
ral networks. Early research has shown that simple weight statistics are good predictors for model
hyperparameters (Eilertsen et al., 2020) and model performance (Unterthiner et al., 2020). More
advanced techniques have since been developed, in particular algorithms that take into account sym-
metries in weight space (Navon et al., 2023), such as Universal Neural Functionals (Zhou et al.,
2024a) or Graph-Neural-Networks-based approaches (Kofinas et al., 2024; Lim et al., 2023). Such
approaches are useful, e.g., for inference attacks on neural networks (Ganju et al., 2018), or for
identifying backdoors in such models (Langosco et al., 2023). Similarly, different researchers have
developed methods to learn from neural networks in a self-supervised way, allowing the computation
of low-dimensional neural network “hyper-representations” (Schürholt et al., 2022b; 2024; Meynent
et al., 2025). All of these approaches leverage populations of neural networks to train their meta-
models, and could benefit from a zoo of transformers to extend their methodology to larger models.

Model weights generation Model zoos also provide an opportunity to learn how to directly generate
weights for neural networks. While hyper-networks (Ha et al., 2016; Ratzlaff & Fuxin, 2019) do not
directly learn from a population of models, some more recent alternatives do leverage populations
of already trained neural networks (Knyazev et al., 2021). For example, there are works exploring
the use of e.g. diffusion models to generate model weights (Peebles et al., 2022; Wang et al., 2024;
Soro et al., 2024; Putterman et al., 2024) The self-supervised representation learning approaches
represent an alternative to these, as they can be used for both discriminative and generative down-
stream tasks (Schürholt et al., 2022a). For all these cases, this dataset opens up new opportunities to
generate weights for transformer models.

Limitations Conversely, our dataset is not directly aimed at finding best-performing models for
computer vision. While the architectures we use are state-of-the-art, the models in our zoo are
optimized for diversity, not for performance, as discussed in Section 3. In addition, while our
model zoo may be related to Neural Architecture Search (NAS) datasets such as NAS-Bench (Ying
et al., 2019; Dong & Yang, 2020), its objectives are different. These benchmarks form an excellent
basis for the evaluation of NAS methods thanks to the span of architectures and configurations they
include, in comparison to which our zoo pales. Nevertheless, our zoo comes with additional data,
as it not only includes several performance metrics, but also model weights throughout the training
procedure. It can thus be leveraged for a variety of weight-space methods that may not replace
traditional NAS approaches, but complement them.

6 CONCLUSION

Our paper presents the first model zoo of transformer models for computer vision. While previous
model zoos primarily consisted of smaller CNNs or a limited selection of ResNet models all trained
from scratch, our paper is the first to present a structured population of models based on state-
of-the-art architectures, covering both the pre-training and fine-tuning steps. We generated it not
necessarily to maximize performance, but rather to provide a large set of diverse models; we validate
this diversity through different structural and behavioral metrics. The existing scientific literature
contains numerous examples of applications for such populations, and our model zoo will allow
them to be more representative of the current advancement of deep learning research. Besides,
the two-stage training procedure opens up novel applications, such as model lineage prediction
and model weights averaging. We highlight this by proposing an exploratory analysis of these
applications, showcasing promising initial results and suggesting a strong potential for improvement,
which we reserve for future research. For these reasons, we believe the model zoo presented in this
paper to be an essential tool for scaling up population-based methods to real-world applications.
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A APPENDIX

In the Appendix we provide additional information on the model zoo training and performance in
the first section. In Appendix B we describe the MoThHeR method in detail. In Appendix C we
provide more information about the dataset format. Code and links to the dataset are available on
github.com/ModelZoos/ViTModelZoo.

A.1 OVERVIEW OF GENERATING FACTORS

Training During pre-training, the batch size was chosen to accommodate computational limita-
tions, varying between supervised and contrastive models; details are included in Appendix A.3.
During fine-tuning, the batch size was set constant to 256, and when using the SGD optimizer, we
use a momentum of 0.99 in all cases. While the original ViT pre-training spans 300 epochs (Doso-
vitskiy et al., 2020), we opt for a reduced 90-epoch pre-training as suggested by Beyer et al. (2022).
Differing from Beyer et al. (2022), we keep the ViT architecture unmodified, to retain broad rele-
vance and consistency. During pre-training and fine-tuning, we apply consistent data augmentations.
We normalize with ImageNet parameters throughout. Following state of the art (Zou et al., 2023),
we use a combination of random-cropping to 224× 224, MixUp (Zhang, 2017), CutMix (Yun et al.,
2019) and Random Erasing (Zhong et al., 2020) for our supervised models to improve generaliza-
tion. For fine-tuning, we additionally randomly rotate and flip horizontally.

Learning Rate: In order to introduce a controlled and smooth amount of diversity, we fine-tune
each model with a set of three different learning rates recommended by previous research on ViT
training, 3e− 3 (Touvron et al., 2021; Steiner et al., 2021; Dosovitskiy et al., 2020), 1e− 3 (Steiner
et al., 2021; Dosovitskiy et al., 2020; Huynh, 2022; Beyer et al., 2022) and 1e − 4 (Touvron et al.,
2021). For greater simplicity and consistency, we refrain from using learning rate schedulers.

Optimizer: We fine-tune all models using two optimizers, aiming to create distinct modes within
clusters of fine-tuned models. As indicated by Dosovitskiy et al. (2020), the Adam optimizer works
particularly well with ViTs, and we use its improved version, AdamW (Loshchilov & Hutter, 2018).
In parallel, we also experiment with SGD, motivated by findings that suggest notable differences in
convergence and stability between the two (Huynh, 2022).
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Classification Head: To represent the diversity of approaches in the existing literature, we also vary
AF and explore the influence of the choice of the classification head on the structure and behavior of
the underlying pre-trained model. We fine-tune all pre-trained models with either a linear projection
head or a MLP architecture with the hidden layer consisting of 256 neurons and a ReLu activation,
followed by the final linear projection layer.

Initialization Seed: As a control factor we use two different fixed seeds for the classification head
initialization.

Table 4 summarizes the grid used for pre-training and fine-tuning. In Table 5, we provide additional
details on constant training hyperparameters.

Table 4: Overview of the generating factors of the model zoo: We pre-train 10 models based
on two configurations (supervised and self-supervised). Each pre-trained model is fine-tuned in 12
configurations and 2 fixed seeds for the classification head, resulting in 240 fine-tuned models in the
zoo. Several values for each parameter define a grid within the zoo.

Pre-training Fine-tuning

Architecture A ViT-S 16/224 LP head MLP head

Dataset D ImageNet-1k CIFAR-100

Hyperparameters λ
Task Supervised, Contrastive Supervised
Learning Rates 1E-3 3E-3, 1E-3, 1E-4
Weight Decay 1E-4 0
Optimiser AdamW AdamW, SGD
Epochs 90 50

Table 5: Training hyperparameters for models on ImageNet-1K and CIFAR-100 datasets.

Parameter Value
Stochastic Depth 0.1
Label Smoothing 0.1

CutMix 1.0
MixUp 0.8

Random Erase 0.25

A.2 PERFORMANCE METRICS FOR THE RAW VISION MODEL ZOO INCLUDING ALL MODELS

In Table 6 we include detailed performance metrics for all configurations including models with
a validation accuracy below 65%. We report the metrics individually for the different pre-training
methods, optimizers and learning rates. Therefore each row consists of the average of the two differ-
ent weight initialization seeds and for each pre-trained model. In general, we see higher performance
with the AdamW optimizer compared to SGD. When using the AdamW optimizer we observe bet-
ter performance with the supervised models across the board. The AdamW optimizer in general
also worked better with lower learning rates, whereas SGD only achieves comparable performance
with the higher learning rates. The classification head architecture as well as seed for initialization
during fine-tuning only exhibit marginal differences in terms of performance. In most cases, we ob-
serve slightly higher variance in terms of modal agreement with contrastive pre-training compared
to supervised pre-training.
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Table 6: Performance metrics for the raw zoo per pre-training mode averaging the results of different
weight initialization seeds and over the different pre-trained models. All metrics are reported in
percent.

Pre-training Optimizer Classification Head LR Min Max µ (σ) Gen Gap Agr

Contrastive
Learning

AdamW
AdamW
AdamW
AdamW
AdamW
AdamW

SGD
SGD
SGD
SGD
SGD
SGD

Linear
MLP

Linear
MLP

Linear
MLP

Linear
MLP

Linear
MLP

Linear
MLP

0.003
0.003
0.001
0.001

0.0001
0.0001
0.003
0.003
0.001
0.001

0.0001
0.0001

76.71
76.92
76.37
76.26
64.94
65.68
56.1
56.4
49.1
47.54
15.41
7.19

80.42
79.62
80.12
79.58
69.72
69.69
60.72
60.19
53.79
52.11
20.31
11.05

78.24 (1.46)
77.96 (1.20)
78.25 (1.63)
77.78 (1.46)
67.39 (1.94)
67.74 (1.72)
58.54 (1.94)
58.64 (1.61)
51.8 (1.94)

50.17 (1.95)
17.04 (1.96)

9.1 (1.44)

16.77
17.67
14.67
14.52
3.23
2.88
0.63
1.16
-0.59
0.28
7.78
7.54

79.83 (1.14)
79.28 (1.09)
80.92 (1.73)
80.48 (1.59)
76.29 (3.50)
76.14 (3.48)
71.72 (5.91)
70.74 (4.70)
67.18 (7.15)
66.18 (6.73)

24.99 (11.76)
11.93 (1.84)

Supervised
Learning

AdamW
AdamW
AdamW
AdamW
AdamW
AdamW

SGD
SGD
SGD
SGD
SGD
SGD

Linear
MLP

Linear
MLP

Linear
MLP

Linear
MLP

Linear
MLP

Linear
MLP

0.003
0.003
0.001
0.001

0.0001
0.0001
0.003
0.003
0.001
0.001

0.0001
0.0001

77.83
78.28
82.41
82.01
81.42
81.37
73.61
71.82
65.99
54.02
2.77
1.04

80.97
81.25
84.69
84.65
84.46
84.78
77.71
77.1

71.61
67.64
6.63
2.59

79.89 (0.87)
79.80 (0.90)
83.73 (0.65)
83.59 (0.67)
83.12 (0.84)
83.28 (0.93)
76.04 (1.26)
75.1 (1.62)
68.9 (1.86)

62.15 (4.56)
5.24 (1.20)
2.59 (0.38)

19.49
19.04
16.1

16.05
7.95
6.9
0.75
-0.28
-2.11
0.44
1.1
-0.4

79.29 (0.90)
78.75 (0.86)
84.15 (0.83)
83.94 (0.87)
86.42 (1.50)
86.46 (1.68)
81.06 (2.75)
80.09 (2.82)
74.56 (3.22)
67.71 (5.24)
2.04 (0.63)
4.18 (4.37)

A.3 PRE-TRAINING PERFORMANCE DETAILS

We analyze three pre-trained models using contrastive learning as well as seven pre-trained models
using supervised-learning. Two models were trained with the same seed but varying batch size (256
and 512 respectively). Metrics for the supervised configuration are included in Table 7 and the
contrastive models are shown in Table 8.

Table 7: Validation accuracy (cross-entropy loss) on ImageNet-1K for supervised models after 90
epochs of training

Seed Batch Size Validation Accuracy Loss (CE)
42 256 67.46% 1.457

6312 256 69.58% 1.372
6312 512 70.99% 1.299
1957 512 71.42% 1.293
2517 512 70.11% 1.341
3753 512 70.05% 1.346
7853 512 69.02% 1.4

Our best performing model achieved a validation accuracy of 71.42%. Overall, the supervised mod-
els exhibit a difference of up to 3.96 percentage points in terms of validation accuracy. Isolating
models where only the seed varies (n=5 for batch size 512) the difference decreases to 2.4 percent-
age points. An increased batch size (256 vs 512) with equal initialization showed a difference of
1.41 percentage points. Notably, the seed seems to have a bigger impact than the batch size, as one
model with a lower batch size still outperformed a model with a bigger batch size with a different
seed.

The models using contrastive learning for pre-training exhibit a similar behavior. While the accuracy
scores are not directly comparable due to a different loss function we see that the seed used for
initialization has the same impact on performance, i.e. seeds that lead to higher accuracy in the
supervised pre-training also perform better in the self-supervised set-up.
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Table 8: Validation accuracy (Info-NCE loss, top 1 predictions) for contrastive models after 90
epochs of training.

Seed Batch Size Validation Accuracy Loss (Info-NCE)
42 96 92.85% 0.4753

6312 128 93.75% 0.457
2517 128 93.17% 0.4837

A.4 ADDITIONAL RESULTS

Figure 3 shows longitudinal weight averaging results compared to the individual model performance.
The weights of the checkpoints of the previous 5 epochs of training are averaged starting at epoch 5.
The figure shows the minimum, mean, and maximum performance of the weight averaged models
in comparison to the vanilla models.

Figure 3: Longitudinal test accuracy of weight-averaged ViTs on CIFAR-100 over fine-tuning
epochs. Models are averaged over the 5 previous training epochs. Averaging over fine-tuning epochs
consistently improves performance after the training curve has bent towards its asymptote.
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B MOTHER METHOD

The MoTHeR approach is based on the empirical finding that descendants of the same ancestor form
a cluster, and that distinct ancestors form separate clusters, a finding that clearly appears in Table 1.
As a first step to identify these relations, MoTHeR therefore uses the L2 distance between model
weights to cluster models using the k-means algorithm (Macqueen, 1967), each corresponding to the
same common ancestor. Then, to identify the relation between models within a cluster, MoTHeR
proposes to use the kurtosis of the weight matrices. The authors found that kurtosis increases during
pre-training, and decreases during fine-tuning. They therefore combine the kurtosis and L2 distance
in a new pair-wise distance matrix M, and use it to build the minimum spanning tree for each cluster.
It is built as follows:

M = dc + λ · d ·T+D∞ (1)
where dc is the L2 distance matrix for the models in the cluster, with entries dc,ij representing the
pairwise Euclidean distances between the weights of models i and j in the cluster. The term λ is a
scalar parameter used to weigh the kurtosis-based term, while d is the mean of all the distances in
dc, given by:

d =
1

n2 − n

∑
i ̸=j

dc,ij (2)

where n is the number of models in the cluster. The matrix T is the kurtosis comparison matrix,
where each entry Tij is defined as:

Tij =

{
1, if κi > κj

0, otherwise
(3)

where κi and κj are the kurtosis values for models i and j, respectively. This matrix identifies pairs
of models with increasing kurtosis and adding distance when constructing the tree. Lastly, D∞ is a
diagonal matrix with infinite values, D∞ = diag(∞,∞, . . . ,∞), which ensures that no model can
connect to itself in the final tree.
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C DATASET DESCRIPTION

C.1 GENERATION

We generate a model zoo for computer vision built on the ViT-S architecture. We train several
backbone models with varying hyperparameters, and further fine-tune them using multiple hyper-
parameter combinations. The details of the dataset generation schemes are described in the main
paper, in Section 2, and the summary of generating factors used can be found in Table 4. Code and
links to the dataset are available on github.com/ModelZoos/ViTModelZoo.

We further annotate every model with performance metrics, as detailed in the maintext Section 3.
We evaluate on the validation set after every epoch of training and supply results per model in an
easily readable JSON format.

We train all models on V100 (16GB) GPUs. In select cases for our supervised pretraining, we use a
cluster of 2 GPUs to scale batchsize. In all other cases we use a single GPU. Training times vary per
configuration. Pretraining takes rougly 8 days for our contrastive models and 4 days per supervised
model.

C.2 FORMAT

The dataset is structured as follows:
dataset

pretraining
model 1

checkpoint 0000XY
config.json
result.json

...
finetuning

pretrained model 1
model 1

checkpoint 0000XY
config.json
result.json

The pretrained models are stored in the ‘pretraining‘ folders, their names include the generating
factors used to create them. The finetuned models are stored in the ‘finetuning‘ folders and are or-
dered per pretrained model they were finetuned from. Each model directory contains a ‘config.json‘
file with the model configuration as well as a ‘result.json‘ file with the model performance metrics.
Moreover, it includes checkpoints of the models in the format ‘checkpoint 0000XY/checkpoints‘.

C.3 SENSITIVE DATA

Our NNs are trained on common, publically available datasets. Since our dataset only contains
checkpoints of these trained models and performance annotations, it does not contain any personally
identifiable information. Similarly, it does not contain any offensive content. Authors bear all
responsibility in case of violation of rights.

C.4 HOSTING, AVAILABILITY AND LICENSE

Our dataset will be published and made accessible under the Creative Commons Attribution 4.0
International (CC BY 4.0) license.
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